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Todayôs Parallelism

Å There are a couple of programming 
options from Intel:

ïOld recommendations (e.g. OpenMP)

ïNewer recommendations (e.g. TBB, Ct)

ïNew acquisitions (i.e. Cilk, RapidMind)

ïCompetitive offerings (e.g. OpenCL )

TBB
Ct
Cilk
RapidMind
OpenMP
MPI
OpenCL
CnC
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Performance versus effort

Development effort
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Cilk

MPI

Serial optimization

Theoretical speedup limited by number of CPUôs per cluster

Theoretical speedup limited by Core

Threads

Code Restructuring

Cluster

OpenMP

Theoretical speedup limited by number of Coreôs per CPU
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OpenMP*

The easiest parallel model é
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What is OpenMP* ?

Portable, open, shared memory multi -processing 
specification (API)
ïFortran 77, Fortran 90, C, and C++
ïMulti -vendor support, for all popular operating 

systems
ïE..g. compiler from Intel, Microsoft since VS2005 and 

GNU/GCC since 4.2

ÅThree components:
ï#pragmas (compiler directives) ïmost important 

ïAPI and Runtime Library, Environment Variables

ÅCombines serial and parallel code in single source
ïLightweight compared to thread class, thread API
ïSupports incremental approach for parallelization
ïIdeally no need to change serial code
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Where to find out more about OpenMP*?

omp_set_lock(lck)

#pragma omp parallel for private(A, B)

#pragma omp critical

C$OMP parallel do shared(a, b, c)

C$OMP PARALLEL  REDUCTION (+: A, B)

call OMP_INIT_LOCK (ilok)

call omp_test_lock(jlok) 

setenv OMP_SCHEDULE ñdynamicò

CALL OMP_SET_NUM_THREADS(10)

C$OMP DO lastprivate(XX)

C$OMP ORDERED

C$OMP  SINGLE PRIVATE(X)

C$OMP SECTIONS 

C$OMP MASTER

C$OMP ATOMIC

C$OMP FLUSH

C$OMP PARALLEL DO ORDERED PRIVATE (A, B, C)

C$OMP THREADPRIVATE(/ABC/)

C$OMP PARALLEL COPYIN(/blk/)

Nthrds = OMP_GET_NUM_PROCS()

!$OMP  BARRIER

http://www.openmp.org
Current spec is OpenMP 3.0

326 Pages 

(combined C/C++ and Fortran)
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OpenMP idea

ÅWhat can we parallelize ?
ïCode regions
ïIndependent code regions

ïLoops
ïDivide iteration space

ïSynchronization (!)

ÅThread handling ?
ïAutomatic (number of cores)

ïAPI
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Programming Model 

Fork-join parallelism:

ÅMaster thread spawns a team of threads

ÅParallelism is added incrementally: the sequential 
program evolves into a parallel program

Parallel Regions

Master 

Thread
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Parallel Loop Model

ÅThreads are created

ÅData is classed as shared or private

A is shared

Parallel For

I=1

I=2

I=3

I=4

I=5

I=6

A

Iterations 

distributed

across threads

Barrier at end

Threads either spin or 

sleep between regions

void* work(float* A) {

#pragma omp parallel for \

shared(A) private(i)

for(i= 1; i<= 12; i++) {

/* Iterations divided

* among threads

*/

}

}
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Parallel Sections

ÅIndependent sections of code 
can execute concurrently

Serial Parallel

#pragma omp parallel sections

{

#pragma omp section

phase1();

#pragma omp section

phase2();

#pragma omp section

phase3();

}
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Data Scope Clauses

ÅPrivate
ïNew object of the same type is created for each thread in the 

team (Object is not initialized)

ÅShared
ï Shares variables among all threads

ÅDefault
ï Enables the specification of the default data -scope (Private, 

Shared, or None)

ÅFirstprivate
ïVariable is initialized with the value from the original object 

(superset of private)
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Intel ® Compiler and OpenMP *

ÅOpenMP * support

ï/Qopenmp

ï/Qopenmp_report{0|1|2} 

ï/Qopenmp_profile

ÅCompatibility mode to Microsoft/GCC
ïSupports mixed compilation even in case OpenMP code is present 

in both parts

ï/Qopenmp - lib:[compat| legacy ]

ÅAdditional environment variables

ïE.g. KMP_AFFINITY
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OpenMP and C# ?

ÅEncapsulate OpenMP in C++ (CLI) DLL (> VS05)

ÅAnonym Delegates (> C# 2.0)

ÅMSDN Webcast (B. Marquardt)

C++
[é]
public ref class ParExec
{

public:
static void For(int iStart, int iEnd, Method<int>^ loopbody)
{

#pragma omp parallel for
for(int i = iStart; i < iEnd; i++)
{

loopbody(i);
}

}
[é]

C#
[é] 
ParExec.For(0, iAnz, delegate(int i)

{
arr[i] = Math.Sqrt(i) + Math.Pow(i, 0.3);

});
[é]
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Example - Pi - computation with reduction

#include <omp.h>

static long num_steps = 100000 ;         

double step;

#define NUM_THREADS 2

void main ()

{  int i; 

double x, pi, sum = 0. 0;

step = 1. 0/(double) num_steps;

omp_set_num_threads(NUM_THREADS);

#pragma omp parallel for reduction(+:sum) private(x)

for (i= 1;i<= num_steps; i++){

x = (i - 0. 5)*step;

sum = sum + 4. 0/( 1. 0+x*x);

}

pi = step * sum;

}

Focus on application Logic, not implementation



Software & Services Group, Developer Products Division

Copyright © 2010, Intel Corporation. All rights reserved. 

*Other brands and names are the property of their respective owners.

ÅWindows* native threads é

ÅFull control over all aspects of threading

ÅRequires thorough understanding of threading 
mechanisms

ÅSignificant code bloat

ïñre-invent the wheelò with each application

ïhard to maintain

ÅNot portable among OSs 

Č ñAssembly approach of threadingò

Win32 API - Native Threads
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Pi - computation ïwith Win32 Threads

#include <windows.h>

#define NUM_THREADS 2

HANDLE thread_handles[NUM_THREADS];

CRITICAL_SECTION hUpdateMutex;

static long num_steps = 100000;

double step;

double global_sum = 0.0;

void Pi (void *arg)

{

int i, start;

double x, sum = 0.0;

start = *(int *) arg;

step = 1.0/(double) num_steps;

for (i=start;i<= num_steps; 

i=i+NUM_THREADS){

x = (i-0.5)*step;

sum = sum + 4.0/(1.0+x*x);

}

EnterCriticalSection(&hUpdateMutex);

global_sum += sum;

LeaveCriticalSection(&hUpdateMutex);

}

void main ()

{

double pi; int i;

DWORD threadID;

int threadArg[NUM_THREADS];

for(i=0; i<NUM_THREADS; i++)

threadArg[i] = i+1;

InitializeCriticalSection(&hUpdateMutex);

for (i=0; i<NUM_THREADS; i++){

thread_handles[i] = CreateThread(0, 0,

(LPTHREAD_START_ROUTINE) Pi,

&threadArg[i], 0, &threadID);

}

WaitForMultipleObjects(NUM_THREADS, 

thread_handles, 

TRUE,INFINITE);

pi = global_sum * step;

printf(" pi is %f \n",pi);

}
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void main ()

{

double pi; int i;

DWORD threadID;

int threadArg[NUM_THREADS];

for(i=0; i<NUM_THREADS; i++)

threadArg[i] = i+1;

InitializeCriticalSection(&hUpdateMutex);

for (i=0; i<NUM_THREADS; i++){

thread_handles[i] = CreateThread(0, 0,

(LPTHREAD_START_ROUTINE) Pi,

&threadArg[i], 0, &threadID);

}

WaitForMultipleObjects(NUM_THREADS, 

thread_handles, 

TRUE,INFINITE);

pi = global_sum * step;

printf(" pi is %f \n",pi);

}

#include <windows.h>

#define NUM_THREADS 2

HANDLE thread_handles[NUM_THREADS];

CRITICAL_SECTION hUpdateMutex;

static long num_steps = 100000;

double step;

double global_sum = 0.0;

void Pi (void *arg)

{

int i, start;

double x, sum = 0.0;

start = *(int *) arg;

step = 1.0/(double) num_steps;

for (i=start;i<= num_steps; 

i=i+NUM_THREADS){

x = (i-0.5)*step;

sum = sum + 4.0/(1.0+x*x);

}

EnterCriticalSection(&hUpdateMutex);

global_sum += sum;

LeaveCriticalSection(&hUpdateMutex);

}

Pi - computation ïquite some extra code

Setup multi-threading support

Define the work each thread will 

do and pack it into a function

Update the final 

answer one 

thread at a time

Setup arguments, 

book keeping, 

launch the threads

Wait for all threads to finish

Compute and print 

the final result
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OpenMP* 3.0 Support

ï 1st Compiler to be fully compliant with OpenMP* 3.0

ï http://www.openmp.org/mp -documents/spec30.pdf

ï Express parallelism explicitly

ï Use pragmas and lib calls to describe parallel loops and tasks

ï New extensions:

ï Tasking for unstructured parallelism

ï Enhanced loop scheduling control

ï Better support for nested parallelism

http://www.openmp.org/mp-documents/spec30_draft.pdf
http://www.openmp.org/mp-documents/spec30_draft.pdf
http://www.openmp.org/mp-documents/spec30_draft.pdf
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OpenMP* 3.0 Tasking Example
Postorder Tree Traversal

void postorder(node *p) 

{

if (p - >left)

#pragma omp task

postorder(p - >left);

if (p - >right)

#pragma omp task

postorder(p - >right);

#pragma omp taskwait // wait for descendants

process(p - >data);

}

// Parent task suspended until children tasks complete

Task scheduling point
Threads may switch to 

execute other tasks
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Auto - Parallelization

ÅAuto -parallelization: Automatic threading of loops 
without having to manually insert OpenMP* 
directives.

ï/Qparallel, -parallel

ï/Qpar_report[n], -par_report[n]

ÅCompiler can identify Ăeasyñ candidates for 
parallelization, but large applications are difficult to 
analyze.
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Intel® Threading Building Blocks

Extends C++ for Parallelism - a kind of ñSTL for Parallel C++ Programmingò

ÅYou specify tasks (that can run concurrently) instead of threads

ïLibrary maps user-defined logical tasks onto physical threads, efficiently 

using cache and balancing load

ïFull support for nested parallelism

ÅTargets threading for scalable performance

ïPortable across Linux*, Mac OS*, Windows*, and Solaris*

ÅEmphasizes scalable data parallel programming

ïLoop parallelism tasks are more scalable than a fixed number of separate 

tasks 

ÅCompatible with other threading packages

ïCan be used in concert with native threads and OpenMP* 
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Threading Building Blocks - Components

Synchronization primitives

atomic operations

various flavors of mutexes (improved)

Parallel algorithms

parallel_for (improved)

parallel_reduce (improved)

parallel_do (new)

pipeline (improved)

parallel_sort

parallel_scan

Concurrent containers

concurrent_hash_map

concurrent_queue

concurrent_vector

(all improved)

Task scheduler

With new functionality

Memory allocators

tbb_allocator (new), cache_aligned_allocator, scalable_allocator

Utilities

tick_count

tbb_thread (new)
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Thread Setup and Initialization

CRITICAL_SECTION MyMutex, MyMutex2, MyMutex3;

int get_num_cpus (void) {

SYSTEM_INFO si;

GetSystemInfo(&si);

return (int)si.dwNumberOfProcessors;}

int nthreads = get_num_cpus ();

HANDLE *threads = (HANDLE *) alloca (nthreads * sizeof (HANDLE));

InitializeCriticalSection (&MyMutex);

InitializeCriticalSection (&MyMutex2);

InitializeCriticalSection (&MyMutex3);

for (int i = 0; i < nthreads; i++) {

DWORD id;

&threads[i] = CreateThread (NULL, 0, parallel_thread, i, 0, &id);}

for (int i = 0; i < nthreads; i++) {

WaitForSingleObject (&threads[i], INFINITE);

}

Parallel Task Scheduling and Execution

const int MINPATCH = 150;

const int DIVFACTOR = 2;

typedef struct work_queue_entry_s {

patch pch;

struct work_queue_entry_s *next;

} work_queue_entry_t;

work_queue_entry_t *work_queue_head = NULL;

work_queue_entry_t *work_queue_tail = NULL;

void generate_work (patch* pchin)

{  int startx, stopx, starty, stopy;

int xs,ys;

startx=pchin->startx; stopx= pchin->stopx;

starty=pchin->starty; stopy= pchin->stopy;

if(((stopx-startx) >= MINPATCH) || ((stopy-starty) >= MINPATCH)) {

int xpatchsize = (stopx-startx)/DIVFACTOR + 1;

int ypatchsize = (stopy-starty)/DIVFACTOR + 1;

for (ys=starty; ys<=stopy; ys+=ypatchsize)

for (xs=startx; xs<=stopx; xs+=xpatchsize) {

patch pch;

pch.startx = xs;

pch.starty = ys;

pch.stopx  = MIN(xs+xpatchsize-1,stopx);

pch.stopy  = MIN(ys+ypatchsize-1,stopy);

generate_work (&pch);}

} else {

/* just trace this patch */

work_queue_entry_t *q = (work_queue_entry_t *) malloc (sizeof 

(work_queue_entry_t));

q->pch.starty = starty; q->pch.stopy = stopy;

q->pch.startx = startx; q->pch.stopx = stopx;

q->next = NULL;

if (work_queue_head == NULL) {

work_queue_head = q;

} else {

work_queue_tail->next = q;

}

work_queue_tail = q;

}

}

void generate_worklist (void)

{

patch pch;

pch.startx = startx;

pch.stopx = stopx;

pch.starty = starty;

pch.stopy = stopy;

generate_work (&pch);

}

bool schedule_thread_work (patch &pch)

{

EnterCriticalSection (&MyMutex3);

work_queue_entry_t *q = work_queue_head;

if (q != NULL) {

pch = q->pch;

work_queue_head = work_queue_head->next;

}

LeaveCriticalSection (&MyMutex3);

return (q != NULL);

}

generate_worklist ();

void parallel_thread (void *arg)

{

patch pch;

while (schedule_thread_work (pch)) {

for (int y = pch.starty; y <= pch.stopy; y++) {

for (int x=pch.startx; x<=pch.stopx; x++) {

render_one_pixel (x, y);}}       

if (scene.displaymode == RT_DISPLAY_ENABLED) {

EnterCriticalSection (&MyMutex3);

for (int y = pch.starty; y <= pch.stopy; y++) {

GraphicsDrawRow(pch.startx-1, y-1, pch.stopx-pch.startx+1, (unsigned char 

*) &global_buffer[((y-starty)*totalx+(pch.startx-startx))*3]); 

}

LeaveCriticalSection (&MyMutex3);

}

}

}   

Focus on Application Logic, not Thread Management
Example: Win32 Threads vs. TBB for 2D Ray Tracing Application

Thread Setup and Initialization

#include "tbb/task_scheduler_init.h" 

#include "tbb/spin_mutex.h"

tbb::task_scheduler_init init;

tbb::spin_mutex MyMutex, MyMutex2;

Parallel Task Scheduling and Execution

#include "tbb/parallel_for.h"

#include "tbb/blocked_range2d.h"

class parallel_task {

public: 

void operator() (const tbb::blocked_range2d<int> &r) const {

for (int y = r.rows().begin(); y != r.rows().end(); ++y) {

for (int x = r.cols().begin(); x != r.cols().end(); x++) {

render_one_pixel (x, y);

}

}   

if (scene.displaymode == RT_DISPLAY_ENABLED) {

tbb::spin_mutex::scoped_lock lock (MyMutex2);

for (int y = r.rows().begin(); y != r.rows().end(); ++y) {

GraphicsDrawRow(startx-1, y-1, totalx, (unsigned char *) 

&global_buffer[(y-starty)*totalx*3]);

}

}

}

parallel_task () {}

};

parallel_for (tbb::blocked_range2d<int> (starty, stopy + 1, grain_size, startx, 

stopx + 1, grain_size), parallel_task ());

Windows Threads Intel® Threading Building Blocks

Intel® Threading Building Blocks offers platform 

portability on Windows*, Linux*, and Mac OS* through 

its cross-platform API.  This code comparison shows the 

additional code needed to make a 2D ray tracing 

program, Tacheon, correctly threaded.  This allows the 

application to take advantage of current and future 

multi-core hardware.

This example 

includes 

software 

developed by 

John E. Stone.

Focus on work to do,

not ñhowò (thread control)

to manage threads

Just say óNOô to

explicit thread management

Not because you canôt do it ï

but because it isnôt a good use of

time developing and maintaining
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Summary

ÅIf native threads is the ñassembly approachò of threading, 
then Intel TBB is the ñhigh-level approachò

ïyou can do more with asm, but do you really want to 
bother??

Å Intel® Threading Building Blocks is a C++ library

ïno language extensions required

ïworks with any C++ compiler

ïportable between operating systems

ïalso available as open source: 
http://www.threadingbuildingblocks.org/

Č Flexible, scalable solution with high amount of control at 
minimum overhead

http://www.threadingbuildingblocks.org/
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Cilk

ÅCilk++ offers a compiler keyword alternative to TBB

ÅEvery Cilk program preserves the serial semantic

ÅCilk provides performance guarantees since it is 
based on theoretically efficient scheduler

ÅWork - stealing scheduler

ÅThere are three additional keywords: _ cilk_spawn
and _ cilk_sync , _ cilk_for

ï#include <cilk/cilk.h>

ÅPreventing races using reducer hyperobjects

ÅAvailable with new Parallel Studio Beta (~ Q2 2010)

Product names, syntax and features may be subject of change!
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Cilk - The main principle

ÅThe programmer should be responsible 
for exposing the parallelism: 

ïidentifying elements that can safely be executed in 
parallel 

ÅIt should then be left to the run - time environment, 
particularly the scheduler, to decide during 
execution how to actually divide the work between 
processors. 

ïIt is because these responsibilities are separated that 
a Cilk program can run without rewriting on any 
number of processors, including one. 
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cilk_spawn and cilk_sync

Åcilk_spawn (or _Cilk_spawn ) gives the runtime 

permission to run a child function asynchronously.

ïNo 2 nd thread is created or required!

ïIf there are no available workers, then the child will 
execute as a serial function call.

ïThe scheduler may steal the parent and run it in parallel 
with the child function.

ïThe parent is not guaranteed to run in parallel with the 
child.

Åcilk_sync (or _Cilk_sync ) waits for all children to 

complete.
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Fibonacci ïrecall the functionality

FFFFFFFFFFFFFFFFFFF
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n th Fibonacci number ïC

int fib ( int n) {
int x, y;

if (n<2) return (n);

x = fib(n - 1);
y = fib(n - 2);
return ( x+y );

}
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Fibonacci ïCilk code

int fib ( int n) {
int x, y;

if (n< 2) return (n);

x = cilk_spawn fib(n - 1);
y = fib(n - 2);
cilk_sync ;
return ( x+y );

}

Execution can 
continue while fib(n -
1) is running.

Asynchronous call 
must complete 
before using x.
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Load Balancing

Å The work -stealing scheduler 
automatically load -balances:

ï An idle worker will find work to do.

ï If the program has enough 
parallelism, then all workers will stay 
busy.
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cilk_for loop

ÅLooks like a normal for loop.

cilk_for ( int x = 0; x < 1000000; ++x) { é }

ÅAny or all iterations may execute in parallel with 
one another.

ÅAll iterations complete before program continues.

ÅConstraints:

ïLimited to a single control variable.

ïMust be able to jump to the start of any iteration at 
random.

ïIterations should be independent of one another.
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Serialization

ÅEvery Cilk program has an equivalent serial 
program called the serialization

ÅThe serialization is obtained by removing 
cilk_spawn and cilk_sync keywords and 
replacing cilk_for with for

ïThe compiler will produce the serialization for you if you 
compile with / Qcilk - serialize (Windows) or - cilk -
serialize (Linux)

ÅRunning with only one worker is equivalent to 
running the serialization.
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Serial Semantics

ÅA deterministic Cilk program will have the same 
semantics as its serialization.

ïEasier regression testing

ïEasier to debug:

ïRun with one core 

ïRun serialized

ïComposable

ïStrong analysis tools (Cilk -specific versions will be posted 
on WhatIf)

ïrace detector

ïparallelism analyzer
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Summing Example

int compute(const X& v); 

int main() 

{ 

const std:: size_t n = 1000000;

extern X myArray [n];

// ... 

int result = 0; 

for (std:: size_t i = 0; i < n; ++ i ) 

{ 

result += compute( myArray [ i ]); 

} 

std:: cout << "The result is: " 

<< result

<< std:: endl ; 

return 0; 

}
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Summing Example in Cilk

int compute(const X& v); 

int main() 

{ 

const std:: size_t n = 1000000 ;

extern X myArray [n];

// ... 

int result = 0; 

cilk_for (std:: size_t i = 0; i < n; ++ i ) 

{ 

result += compute( myArray [ i ]); 

} 

std:: cout << "The result is: " 

<< result

<< std:: endl ; 

return 0; 

}

Race!
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Locking Solution

int compute(const X& v); 

int main() 

{ 

const std:: size_t n = 1000000;

extern X myArray [n];

// ... 

mutex L;

int result = 0; 

cilk_for (std:: size_t i = 0; i < n; ++ i ) 

{ 

int temp = compute( myArray [ i ]);

L.lock ();

result += temp;

L.unlock ();

} 

std:: cout << "The result is: " 

<< result

<< std:: endl ; 

return 0; 

}

Problems
Lock overhead & 
lock contention.
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Reducer Solution

int compute(const X& v); 

int main() 

{ 

const std:: size_t ARRAY_SIZE = 1000000;

extern X myArray [ARRAY_SIZE];

// ... 

cilk :: reducer_opadd <int > result; 

cilk_for (std:: size_t i = 0; i < ARRAY_SIZE; ++ i ) 

{ 

result += compute( myArray [ i ]); 

} 

std:: cout << "The result is: " 

<< result .get_value ()

<< std:: endl ; 

return 0; 

}

Declare result to 
be a summing 

reducer over int .
Updates are resolved 
automatically without 
races or contention.

At the end, the 
underlying int value 

can be extracted.
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Cilk Compared with Open MP

ÅMore completely integrated into C and C++

ÅCilk philosophy argues against OMPôs fine-grained 
control over scheduling, affinity, etc.

ïA programmer can rarely determine how balanced the 
work - load of a real -world program will be.

ïA scalable program should auto -balance for different core 
counts and different load balances.

ïSystem load from other applications fluctuates, so tuning 
for the runtime core -count will not help in general.

ÅOpen MP deviates from serial semantics.
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Cilk compared with TBB

ÅIntel Cilk and TBB use similar work -stealing 
schedulers.

ÅIntel Cilk is integrated into C and C++. TBB is a 
template library and is available in C++ only.

ÅCilk requires compiler support.  TBB is a portable 
library.

ÅBoth have serial semantics, but TBBôs syntax 
obscures them.  Debugging a Cilk program on a 
single core is as easy as debugging a serial 
program.
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OpenCL (Open Computing Language)

OpenCl is a portable intermediate low - level language (based on 
C99) layer for a wide variety of different Hardware (FPA, GPU, 
Cell, CPU, é)

Å Non -proprietary version of CUDA that promises to offer 
low level interfaces to a more diverse set of hardware

Å Intel is part of the OpenCL consortium and supporting it

Å Provides parallel computing using task -based and data -based 
parallelism

Å Is analogous to the open industry standards OpenGL, 
OpenAL for 3D graphics and computer audio respectively

Å OpenCl is already available on Snow Leopard

Å Intel working on plans to have some OpenCL support in our 
tools

Å Programmers should use higher abstraction levels (ct, TBB, 
OpenMP, Cilk) if possible
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Why Do We Need One More?

ÅSo many cores, so hard to harvest parallelism

ïParallel programming is too hard for the masses of developers Ą

need to emphasize ease of use

ïData races are too easy to create, way too hard to debug Ą

preclude races through safety

ïTarget -specific specialization is required to get performance, but 
makes code very difficult to maintain and port Ą raise to a natural 

level of abstraction and enable forward scaling across architectures 
and ISAs

ïUniform model for harvesting SIMD and thread - level parallelism in 
either scalar kernels or array syntax Ą compiler + runtime

ïValArray too limited Ą universal set of operators across (even 

irregular ) data structures
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Todayôs On- going Realities

ïProgramming parallel apps is ~100x less productive than 

sequential

ïNon -deterministic programming errors (race conditions, é)

ïPerformance tuning is extremely complicated

ïStrong interest by ISVs for a parallel programming model 

which is:

ïAbstract : Avoid dealing with OS and HW details

ïSimple : Deterministic, eliminate threading problems

ïFast & Scalable : Achievable through simpler 

programming API

ïPortable : Desire the flexibility to target various HW 

platforms (CPU, LRB, GPU, Cell and a Mix)
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Scalability

Performance

ñScalingò

1 2 4 8
1X

2X

4X

8X
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CPU
Future

SSE 4

AVX

Single source
Productivity
ÁIntegrates with existing tools

ÁApplicable to many problem domains

ÁSafe by default: maintainable

Performance
ÁEfficient and scalable

ÁHarnesses both vectors and threads

ÁEliminates modularity overhead of C++

Portability
ÁHigh-level abstraction

ÁHardware independent

ÁForward scaling

Programs should survive future Architectures
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Where does Ct fit?

ñCt Technology:  a new perspective on data-
parallel programmingò

Whatôs new and different?

ÅWhy do we need one more programming model?

ÅWhere does Ct fit within Intel other tools?

ÅWhere does Ct fit within the rest of the industry? 

Product names, syntax and features may be subject of change!
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Ct Technology 
An example of Intel turning research into reality

A new programming model, abstract machine and API

ÅExpresses data parallelism with sequential semantics

ÅDeterministic (race - free) parallel programming  

ÅDegree of thread/vector parallelism targeted dynamically according to userôs 
multi -core and SIMD hardware 

ÅExtends C++: Uses templates for new types, 
operator overloading and lib calls for new operators

New Parallel 

Ops & Data 

Structures

Irregular/Sparse

Parallel Data

(Ex: Face Recog) 

Dynamic Compilation 

Runtime Delivers on-the-

fly Parallelization

Scalable  with 

Increasing Cores
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What is Ct?

ÅA generalized data parallel programming solution that frees application 

developers from dependencies on particular hardware architectures.

ÅA system that integrates with existing development tools to allow parallel 

algorithms to be specified at a high level.

ÅA dynamic compiler and runtime that translates high-level specifications of 

computations into efficient parallel implementations that can take advantage of 

both SIMD and thread-level parallelism, as well as accelerators.

Ct Technology is a system that allows an application developer to combine 

performance, portability, and productivity.
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Extending an Existing Language

ÅAdd parallel collection objects and methods to C++

ïUses templates and operator overloading to create new types and 
operators                                                               

ÅWork with standard C++ compilers

ïIntel ® C++ Compiler

ïMicrosoft* Visual* C++ Compiler

ïGnu Compiler Collection*

ÅExpress using mathematical -style notation

ïDevelopers focus on what to do, not how to do it

ÅUse sequential semantics

ï Developers do not use threads, locks nor other lower - level 
constructs and complexity

Programmers think sequential, not parallel



Software & Services Group, Developer Products Division

Copyright © 2010, Intel Corporation. All rights reserved. 

*Other brands and names are the property of their respective owners.

Forward Scaling with Ct

Ct 

Object

Ct forward scales software with Mooreôs law for Throughput and 
Visual Computing

ÅCompile once , generating 
optimized, native IA code

ÅDynamically reoptimize for:

ïMore cores

ïMore cache

ïMore bandwidth

ïMore instruction set 
enhancements

AVX, LRB, 

é
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Design Constraints

Target language: C++

ÅC++ will continue to be the dominant languages for 
high performance for the next 5+ years

éand we mean standard C++!

ÅCustom syntactic extensions face huge barriers to 
adoption

ÅIt is possible to design a desirable semantics 
through an API - like interface with some Macro 
magic
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An example: compute Pi and calling a Ct 
Application Library

srand(time(NULL));
num_inside = 0.0f;
for( i = 0; i < NSET; i++ ) 
{
// Generate x, y random numbers in [0,1)
float x = float( rand() ) / float( RAND_MAX ); 
float y = float( rand() ) / float( RAND_MAX ); 
float distance_from_zero = sqrt( x*x + y*y);
if ( distance_from_zero <= 1.0f ) 
num_inside += 1.0f;

else
num_inside += 0.0f;

}

float pi = 4.0f * ( num_inside / NSET );

#include <app/random/ct_random.h>
Uniform<> rng(NSET);

Vec<F32> x = rng.randUnit();
Vec<F32> y = rng.randUnit();
Vec<F32> distance_from_zero = sqrt( x*x + y*y);

Vec<F32> inside_circle = 
select(dist_from_zero<= 1.0f, 1.f, 0.f);

F32 pi = 4.0f * ((F32)addReduce(inside_circle) / NSET);

1

2

1 ¦ǎŜ /ǘΩǎ ¦ƴƛŦƻǊƳ wŀƴŘƻƳ bǳƳōŜǊ DŜƴŜǊŀǘƻǊ ƛƴ ŎƻƴǘǊŀǎǘ ǿƛǘƘ /Ωǎ rand()

2 Translate if (b) then a = a1 else a = a2 into A = select(B, A1, A2);
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Segregated C/C++ and Ct Spaces

C/C++ space Ct space

copyin

copyout

Ct code

C(++)

Ct is garbage collected; practically, a small number of 
Vecs are uncollected by compiler (ref counting)
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More complex: Porting Black - Scholes

float s[N], x[N], r[N], v[N], t[N];

float result[N];

for(int i = 0; i < N; i++) {

float d1 = s[i] / ln(x[i]);

d1 += (r[i] + v[i] * v[i] * 0.5f) * t[i];

d1 /= sqrt(t[i]);

float d2 = d1 ï sqrt(t[i]);

result[i] = x[i] * exp(r[i] * t[i]) * 

( 1.0f - CND(d2)) + ( - s[i]) * (1.0f - CND(d1));

}

#include <ct.h>

using namespace OpenCt;

float s[N], x[N], r[N], v[N], t[N];

float result[N];

Vec<F32> S(s, N), X(x, N), R(r, N), V(v, N), T(t, N);

Vec<F32> d 1 = S / ln(X);

d1 += (R + V * V * 0. 5f) * T;

d1 /= sqrt(T);

Vec<F32> d 2 = d 1 ï sqrt(T);

Vec<F32> tmp = X * exp(R * T) * 

( 1. 0f - CND(d2)) + ( - S) * ( 1. 0f - CND(d1));

tmp.c opyOut(result, sizeof(result) );

1

3

2

4

Black-Scholes Using C Loops Black-Scholes Using Ct

1 #include <ct.h> and using namespace

2 Vector operations subsumes loop

3 The Ct code is almost the same as the original loop body

4 copyOut at the end (if youôre done!)
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Key Features and Benefits - Productivity

ÅIntegrates with existing IDEs, tools, and compilers : no new 
compiler needed

ÅIncremental: allows selective and targeted modification of 
existing code bases

ÅGeneralized data parallel model: widely applicable to many 
types of computations

ÅSafe by default: deterministic semantics avoid race conditions 
and deadlock by construction

ÅEasy to learn: serially consistent semantics and simple interface 
leverage existing skills
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Key Features and Benefits - Portability

ÅHigh - level : avoids dependencies on particular hardware 
mechanisms or architectures

ÅISA extension independent : common binary can exploit 
different ISA extensions transparently

ÅHardware independent: Allows choice of deployment hardware 
today: including scaling to many cores

ÅScaling: Allows migration and forward -scaling: will support AVX, 
Larrabee and beyond
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Language Vehicle for General Purpose Parallel 
Programming

Ct Api
- Nested Data Parallelism

- Deterministic Task Parallelism

Fine grained concurrency and synch

Dynamic (JIT) compilation

High-performance memory management

Forward-scaling binaries for SSEx, LRBNI

Parallel application library development

Performance tools for Future Architectures

Deterministic parallel programming
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Ct: Supporting All Intel Platforms

Parallel Runtime

Ct Dynamic Engine

JIT Compiler

Virtual Intel Platform

SSE AVX LRBNI

Once compiled, run on 

all Intel platforms

VEC<F32> a(src1), b(src2);

VEC<F32> c = a + b;

VEC<F32> d = c * a;

d.copyOut(dest);

Ct Programs

Ct Sparse BLAS

Ct Core Image

Ct Math Kernel

é
Core x

Ct Compiler 

for Core x

X86 binary 

with AVX

Core 2 LRB

C++ 

Compiler

X86 binary 

with Ct
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What Does the Product Based on Intel 
Ct Technology Look Like?

ÅCore API

ïFlexible, forward scaling data parallelism in C++

ÅApplication Libraries

ïLinear Algebra, FFT, Random Number Generation
ïPowered by Intel® Math Kernel Library (Intel® MKL)!

ÅSamples

ïMedical Imaging, Financial Analytics, Seismic Processing, 
and more

ÅInitial release on Windows, followed by Linux

ïIA -32 and Intel® 64

ïWorks with Intel® C/C++ Compiler, Microsoft* Visual 
C++*, and GCC*

ïWorks with Intel® VTuneÊ Analyzer
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RapidMind products & technology

ÅRapidMind technology is very similar to Ct

ïProvided Types: Value<N,T>, Array<D,V>

ïProgram (Computation Container executed in parallel)

ïDynamic Code Generation

ÅAdditional strengths:

ïCross platform support (CPU, Cell/B.E., GPU)

ïAdditional API features

ÅIntegrating the best of Ct technology with the best of RapidMind 
technology into a merged product.

ÅPreserving the investment of our customers in existing products 
and ensure a smooth transition
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Sign up for ct Beta Consideration!

http://software.intel.com/en - us/data - parallel



Software & Services Group, Developer Products Division

Copyright © 2010, Intel Corporation. All rights reserved. 

*Other brands and names are the property of their respective owners.

When do we recommend what?

ÅTBB can be considered the lead or default option for hands -on 
parallel programmers

ïGeneral solution - addresses the most use cases, supports system 
access

ïWidely available - open source and compiler independent

ÅCompiler extensions (e.g. Cilk) target minimal syntax changes

ïProvides the easiest way to introduce parallelism into an app

ïOpenMP involves less invasive code changes for very regular, singly -nested 
loops

ïWhen a compiler is preferred vs. a library

ïUnique in supporting FORTRAN
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Summary

ÅCt enables you to write simple parallel algorithms 
in standard C++

ÅCt can get you performance on Intel Architecture 
today

ÅCt apps scale to future architectures: Larrabee, 
SandyBridge (+AVX),and beyond

ÅCt will intermix with other parallel programming 
models and tools

Ct extends the many choices that Intel provides for Parallel Computing
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Future cooperation with Microsoft é
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Cooperation with Microsoft*


